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Clinical motivation

49 million
sepsis cases worldwide in 2017

11 million deaths
Nearly one in five deaths globally was associated

with sepsis

1
The information required for early detection is distributed across multiple document types

• Clinical observations and ICU reports

• Laboratory and microbiology results

• Medical imaging, prescriptions, and therapeutic information

• Scanned records with variable visual quality and complex layouts

Clinical value depends on converting this fragmented evidence into structured knowledge. 2
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Research gap and question

Conventional pipeline

OCR transcription Text-based extraction
Scanned record

OCR errors can propagate to every downstream step

[1]

Multimodal model Structured entities and
relationsScanned record

Direct multimodal pipeline

Research question
Can multimodal language models extract clinical entities and relations directly from record images, without an
intermediate OCR transcription step?

This study explores direct extraction. An OCR+LLM comparison remains future work.

3KG-EDS pipeline[1]
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Study contributions

Direct multimodal extraction
A complete image-to-JSON pipeline for clinical entities and relations.

Human-annotated Gold Standard
A Label Studio reference corpus guided by the TRACE-Sepsis
annotation protocol.

Qwen2.5-VL-7B-Instruct and Mistral Small 4 evaluated under
equivalent conditions.

Controlled model comparison

The corpus expanded from 211 records at submission to 246 records after submission.

Current extension

4



Gold Standard records
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Corpus and evaluation scope

Corpus at
submission211 4

3
20
%

Document content
• Hospitalization and intensive care reports
• Clinical observations
• Biological and microbiological results
• Prescriptions and therapeutic
information

Current corpus:
264

5
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TRACE-Sepsis Annotation Schema and Guidelines

The same terminology constrains model output and guides reference annotation.

21 entity types

PATIEN
T

BIOMARKE
R

VITAL
SIGN

MICRO-
ORGANISM

ORGAN
FAILURE

TREATMEN
T

32 relation
types

treatment_administered_to presents_sympto
m

isolated_in

indicated_forpatient_has_outcom
e

supports_organ_failure
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TRACE-Sepsis Annotation Schema and Guidelines
A standardized framework for consistent clinical information extraction

Clinical ambiguity

“Fever at 39°C”

Should ‘fever’ alone be annotated?
Should the temperature be

included?
Which clinical category applies?

Without explicit rules, annotators may
represent the same evidence differently.

TRACE-Sepsis specifies

Category definition

Inclusion and exclusion criteria

Annotation span and granularity

Management of ambiguous cases

Authorized entity relations

1

2

3

4

5

Standardized decision

Clinical
evidence

Assigned category

Type 2 diabetes

Septic shock

Pneumonia

COMORBIDITY_
HISTORY

DIAGNOSTIC_LABE
L

DIAGNOSTIC_LABE
L

The same rules guide human annotation and model
extraction.

7



JDSE 2026 | L. Dridi et al.3.Method

Direct multimodal extraction pipeline

Digitized and
Pseudonymized Clinical

Records

“Septic Shock” DIAGNOSTIC LABEL

Structured JSON Output
Entities + Relations

Digitized and
Pseudonymized Clinical

Records

Trace-Sepsis Extraction
Guidelines

MLLM-Based Clinical Information Extraction
Layer

Vision-Language Models
(Annotation Schema)

Guideline-Guided Prompt Engineering

Structured information Extraction

NER NER Named Entity Recongnition

“CRP 245 mg/L” BIOMARKER

RE
RE Relation Extraction

“Amilkin
”

“Patient”treatment_administerd_t
o

Gold Standard

20% Sample Selection

One Annotator Pre-Annotation
guided by TRACE-Sepsis Annotation

Guidelines

Expert Correction & Validation
(Correction & Validation)

Extraction Results / Gold Standard Comparison

Performance Evaluation
Precision/Recall/F1-score /Strict / Boundary-Relaxed / Relaxed

Matching

Discrepancy Analysis
Extraction Errors/Missing Entities / Relations/Incorrect Entities /

Relations/Potential Hallucinations

Work Presented In The Study
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Structured JSON Output: Entities and Relations

“Septic Shock” DIAGNOSTIC LABEL

Structured information Extraction

NER NER Named Entity Recongnition

“CRP 245 mg/L” BIOMARKER

RE
RE Relation Extraction

“Amilkin” “Patient”treatment_administerd_to
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Direct multimodal extraction pipeline

Digitized and
Pseudonymized Clinical

Records

Trace-Sepsis Extraction
Guidelines

MLLM-Based Clinical Information Extraction
Layer

Vision-Language Models
(Annotation

Schema)
Guideline-Guided Prompt Engineering
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Structured JSON Output: Entities and
Relations
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Structured JSON Output: Entities and Relations
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Direct multimodal extraction pipeline

Digitized and
Pseudonymized Clinical

Records

“Septic Shock” DIAGNOSTIC LABEL
Trace-Sepsis Extraction

Guidelines

MLLM-Based Clinical Information Extraction
Layer

Vision-Language Models
(Annotation

Schema)
Guideline-Guided Prompt Engineering

Structured information Extraction

NER NER Named Entity Recongnition

“CRP 245 mg/L” BIOMARKER

RE
RE Relation Extraction

“Amilkin” “Patient”treatment_administerd_to

Digitized and
Pseudonymized Clinical

Records

20% Sample Selection

Gold Standard
construction

Pré-annotation par un annotateur
Guidée par le guide d’annotation
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• Entities

• Relations

One Annotator Pre-Annotation
guided by TRACE-Sepsis Annotation Guidelines

12



Structured JSON Output: Entities and Relations
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Direct multimodal extraction pipeline

Digitized and
Pseudonymized Clinical

Records

“Septic Shock” DIAGNOSTIC LABEL
Trace-Sepsis Extraction

Guidelines

MLLM-Based Clinical Information Extraction
Layer

Vision-Language Models
(Annotation

Schema)
Guideline-Guided Prompt Engineering

Structured information Extraction

NER NER Named Entity Recongnition

“CRP 245 mg/L” BIOMARKER

RE
RE Relation Extraction

“Amilkin” “Patient”treatment_administerd_to

Digitized and
Pseudonymized Clinical

Records

20% Sample Selection

Pré-annotation par un annotateur
Guidée par le guide d’annotation

Expert Correction & Validation
(Correction & Validation)

Gold Standard /
Référence

Comparaison des résultats d’extraction avec
le Gold Standard

Évaluation des performances
Precision/Recall/F1-score /Strict / Boundary-Relaxed /

Relaxed Matching

Analyse des écarts
Erreurs d’extraction, Entités / relations manquantes, Entités

/ relations incorrectes, Hallucinations potentielles

Gold Standard
construction
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Evaluation protocol

1.How do we evaluate automatic extraction ?

System Output Validated Medical
Reference

2. We can identify:
• Correctly extracted information
• Missing information
• Incorrectly added information
• Incorrect category
• Incorrect relation

The medical reference allows us to objectively assess the quality of the extracted information.

Extraction Results / Gold Standard Comparison

Performance Evaluation
Precision/Recall/F1-score /Strict / Boundary-Relaxed / Relaxed

Matching

Discrepancy Analysis
Extraction Errors/Missing Entities / Relations/Incorrect Entities /

Relations/Potential Hallucinations

3. We then calculate:

Precision, Recall, and F1-score

14
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Results reported in the accepted paper

+24.45 points
Entity and relation F1
advantage for Mistral

Evaluation subset: 43 annotated records

Mistral Small 4

Entity F1:
69.57%Relation F1: 62.43%

15
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Post-submission evaluation on the same 43 records

Updated Micro F1

Entities

Evaluation subset: 43 annotated records
Mistral Small

4

Relations
71.14% 68.64%

16

+6.21 points
For relations
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Error analysis

Treatments and biomarkers may be missed when
evidence is visually dense or spread across pages.

Omitted entities Over-extraction
Models sometimes generate plausible clinical concepts
that the source document does not support.

Missing relations
Relations such as medical_service_admits and
presents_symptom remain difficult to recover.

The model may identify both entities correctly but
connect them with the wrong relation.

Incorrect links

17
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From evaluation to hallucination reduction

Hallucination Mitigation

Detecting and correcting unsupported
clinical information

Clinical Ontology Alignment

Mapping extracted concepts to
standardized clinical terminologies

Knowledge Graph Generation

Transforming validated entities and
relations into structured knowledge

Clinical Reasoning

Deriving clinically meaningful insights
from the knowledge graph

Iterative Refinement

Using evaluation feedback to
progressively improve the extraction

pipeline

Future Work
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Hallucination
taxonomy

Goal: preserve useful corrections while preventing unsupported additions.

Visual ·Structural ·Factual · Contextual· Temporal · Ontological· Reasoning
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Thank
you ·

Question
s? 19
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Digitized and
Pseudonymized Clinical

Records

“Septic Shock” DIAGNOSTIC LABEL

Structured JSON Output
Entities + Relations

Digitized and
Pseudonymized Clinical

Records

Trace-Sepsis Extraction
Guidelines

MLLM-Based Clinical Information Extraction
Layer

Vision-Language Models
(Annotation Schema)

Guideline-Guided Prompt Engineering

Structured information Extraction

NER NER Named Entity Recongnition

“CRP 245 mg/L” BIOMARKER

RE
RE Relation Extraction

“Amilkin
”

“Patient”treatment_administerd_t
o

Gold Standard

20% Sample Selection

One Annotator Pre-Annotation
guided by TRACE-Sepsis Annotation

Guidelines

Expert Correction & Validation
(Correction & Validation)

Extraction Results / Gold Standard Comparison

Performance Evaluation
Precision/Recall/F1-score /Strict / Boundary-Relaxed / Relaxed

Matching

Discrepancy Analysis
Extraction Errors/Missing Entities / Relations/Incorrect Entities /

Relations/Potential Hallucinations

Work Presented In The Study

Hallucination Mitigation

Detecting and correcting unsupported
clinical information

Clinical Ontology Alignment

Mapping extracted concepts to
standardized clinical terminologies

Knowledge Graph Generation

Transforming validated entities and
relations into structured knowledge

Clinical Reasoning

Deriving clinically meaningful insights
from the knowledge graph

Iterative Refinement

Using evaluation feedback to
progressively improve the extraction

pipeline

Future Work


